Core: Offline-First Cryptographic Mesh (StarfortDB 4+ Heavy)

Version 0.1.15
Authored by the Zsub Team
Published May 11, 2026

This module describes Starfort DB and Heavy, the Phase 1 core of Zsub SSCM. StarfortDB stores keys,
relationships, protocol state, recovery material, and encrypted local data as one offline-first cryptographic
system. Heavy adds privacy-preserving authorization: on each request, a prover constructs a fresh proof that
it holds a valid attestation chain rooted at a trusted anchor, without revealing the chain membership.

We begin with these components because Zsub’s architecture secures identity and trust to the user and their
relationships first. Connectivity and applications are built on top of the cryptosystem this establishes.

Relationship to prior docs

This document builds on the high-level system overview in 0. Zsub Self-Sovereign Cryptographic Mesh.

1. Construction (StarfortDB)

StarfortDB is the local cryptographic state layer. It defines the units of identity, relationship, durable state,
authorization, and protocol execution used by the rest of Zsub.

The construction proceeds from custody of a root secret to durable per-key state, key exchange, channel
routing, consent gates, synchronization, signing, verifiable randomness, group formation and operations, and
trust protocols. Each layer reuses the same Starfort, channel, metafile, and dispatch machinery rather than
introducing a separate account, session, or transport-security model.

1.1. Starforts

The unit of StarfortDB is a metadata-rich key structure called a Starfort: a stable UUID, a derivation
parent, a curve, secret and public key material, capability flags, security tier, rotation epoch, and named
encrypted metafiles attached to that key. A Starfort is not only a key record. It is the local representation of
a cryptographic role in the mesh.

Four axes are intentionally separate:

o Lineage: where the Starfort sits in the deterministic derivation tree.

e Identity: the stable UUID and public key by which protocol state refers to it.
Access tier: which credential class is required to unwrap its secret.

e Protocol role: the flags and metafiles that define what the Starfort does.

This separation lets the same machinery model user keys, device keys, peers, clone identities, shared subtrees,
group members, Heavy anchors, ratchets, signing state, secrets, files, and long-term encrypted data without
introducing global accounts or a central directory.

1.2. Offline-First Cryptographic Relationships

StarfortDB is offline-first by design and per the architecture above, which supports operational security and
resilience. A database is a complete local unit and is fully operational with no connectivity. Multi-party
interactions produce encrypted messages that can be delivered immediately, later, by relay, by local filesystem,
or by network transport.

Transport network modules move opaque ciphertext between databases. Fallback transport uses a local
inbox/outbox model. Identity, authorization, routing intent, and protocol state are defined by Starforts and
their relationships. The logical network is therefore cryptographic first; connectivity and applications are
built on top of it.
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1.3. Durable Protocol State

Protocol state lives on the keys that own it. A peering exchange records progress on peering Starforts. A
clone bootstrap records state on clone-related Starforts. A group signing session records round state on signer
Starforts. Heavy stores configurations, offers, attestations, and outstanding challenges on the Starforts that
own those roles.

This state is stored as encrypted metafiles attached to Starforts. There is no server-held session table and no
daemon memory that must survive across messages. If the next message in a protocol arrives seconds, days,
or weeks later, the handler reloads the relevant Starfort and metafile state and continues.

1.4. Credentials and Secure Operation

StarfortDB uses a layered custody model. A database credential unwraps the shield key, which permits
encrypted blocks and the write-ahead log to be read. Individual Starfort secret keys remain sealed under tier
keys and are unwrapped only when a protocol operation requires them.

The user-facing tiers are cold, cool, warm, and hot. Cold and cool hold recovery-class and offline-class material.
Warm is normal operating material. Hot is for automation and short-lived online use. Security-device Starforts
mediate hardware-bound operation, such as YubiKey-backed access through PC/SC.

Sensitive key material is handled in mlock’d secure pages on supported systems and zeroed promptly. The
intended high-security lifecycle is: create from seed, back up the seed, derive the operating spine, deseed the
live database, bind operational tiers to hardware, and recover long-term encrypted material from deterministic
lineage when needed.

1.5. Channels

Every inter-instance protocol in Starfort DB runs over a cryptographic channel. A channel is independent of
transport: messages may be moved by a local inbox/outbox profile, a relay, a connectivity layer, or another
transport adapter. The cryptographic relationship is the channel; the transport only moves bytes.

There are two channel shapes:

e Peer-to-peer channels: exactly two parties, each with an owned Starfort and a public-key view of
the other.

e N-way channels: a set of related Starforts where each participant owns one member and holds
watch-only views of the others.

Every message carries two identifiers. The target identifies the Starfort whose role should process the
message. The channel id is the routing key used by transport to deliver it. In a peer-to-peer channel these
often coincide. In an n-way channel they diverge, allowing one sender to address many recipients without a
coordinator and making cross-channel replay fail closed.

1.6. Consent

StarfortDB treats trust establishment and trust elevation as user-owned decisions. Inbound bytes cannot
automatically peer with a stranger, accept a clone, attach a shared subtree, join a group, import a Heavy
trust root, or issue an attestation. Such messages are written to a durable pending queue for local review.

Approval runs the protocol step that would have run automatically if no user decision were required. Rejection
consumes the pending item without granting authority. This makes the mesh consentful by construction:
cryptographic capability is not established merely because a message arrived.

1.7. Synchronization and Convergence

StarfortDB synchronization is latest-wins by identity and version. A Starfort’s UUID persists across rotations,
and its epoch orders versions. Higher epochs supersede lower epochs. Equal epochs are expected to be



content-identical because key material is deterministically derived. Metafiles carry their own versions, with
newer versions replacing older ones.

This model intentionally avoids branch identifiers and branch healing in the core slot layout. Divergence
is repaired by exchanging current Starfort and metafile state, applying epoch/version ordering, and using
protocol-specific approval gates for state that would establish or expand trust.

Two synchronization forms follow from the same rule. Clone sync keeps several instances of the same
logical database convergent over an n-way channel. Graft sync shares a subtree with an accepted peer while
preserving the boundary between local ownership, shared state, and watch-only material.

1.8. From Pairwise Relationships to Groups

Peering is the first relationship protocol: it establishes a peer-to-peer channel between two StarfortDB
instances without a server, certificate authority, directory, or global account. The out-of-band material
authorizes the initial exchange but does not become the long-lived relationship secret.

Convene lifts those pairwise relationships into n-way groups. It establishes a fixed roster of members, each
pinned to a public key, then finalizes that roster into a channel that group protocols can use. After finalization,
the organizer is no longer special; the group is represented by its roster and Starfort state.

This bridge from peer-to-peer consent to n-way coordination is the basis for MuSig2, DKG, FROST, and
threshold VRF.

1.9. Signing, Threshold, and Randomness Protocols

Once a group exists, additional protocols can use it without changing the underlying channel model. MuSig2
aggregates participant keys into a single public key and produces ordinary Schnorr signatures. DKG produces
a joint public key and secret shares without any participant holding the full secret. FROST uses those shares
for threshold signing. VRF and threshold VRF provide verifiable randomness tied to single-key or group
identities.

Local cryptographic services use the same model. Ratchets provide key evolution. Long-term encryption
makes durable data recoverable from seed lineage. Secrets, passwords, TOTP, detached signatures, remote
signing, and file evidence all live as Starfort-owned state rather than as separate credential stores.

All of these protocols use the same units of identity, persistence, authorization, routing, and secure memory.
StarfortDB is therefore a single cryptographic state layer rather than separate tools for keys, sync, signing,
and secrets. Heavy, described below, uses that layer for privacy-preserving trust decisions.



2. Storage, Cryptography and Access Control

StarfortDB stores its primary state in fixed 4096-byte blocks encrypted with ChaCha20-Poly1305 under the
database shield key. Block 0 is the encrypted header. Data blocks contain 14 fixed-size slots. Each slot
contains one Starfort payload plus free-list pointers. The Starfort payload is a typed 274-byte record; the full
slot is 290 bytes.

The file-level shield key is the first gate. A database credential unwraps the shield key from the header so
blocks and the write-ahead log can be read. Individual Starfort secret keys remain separately sealed to their
tier keys; using a Starfort’s sk is a second gate. Thus a database can be open while cold, cool, warm, hot, or
secdev material remains locked.

Each Starfort contains two independent envelopes:

o sk_envelope: the secret key, sealed under the selected tier key.
o peer_pk_envelope: the peer public key or symmetric peer material, sealed separately.

Both envelopes are decrypted in-place only when needed, then promptly re-sealed or zeroed. Sensitive scratch
buffers come from mlock’d secure pages rather than heap allocations.

2.1. Table 1: Starfort Payload Structure

Field Size Description Notes
uuid 16 bytes Stable Starfort identifier

homestar_uuid 16 bytes Parent Starfort UUID

context 64 bytes Fixed-width derivation context

epoch 4 bytes (u32) Rotation/version counter Big-endian
timestamp 8 bytes (u64) Unix seconds or expiry for ephemeral Starforts Big-endian
order 2 bytes (ul6) Starpoint order or protocol-specific ordering Big-endian
attempts 1 byte (ud) Pending re-peer retry counter

star_ flags 4 bytes (u32) Capability and lifecycle flags Big-endian
curve__type 1 byte (u8) Cryptographic curve

tier 1 byte (u8) Sealing tier

tier__epoch 4 bytes (u32) Epoch of tier key used for envelopes Big-endian
retention 1 byte (ud) Retained prior-key policy

pk_ self 32 bytes Public key

sk_envelope 60 bytes nonce(12) + encrypted sk(32) + tag(16)

peer_pk_envelope 60 bytes nonce(12) + encrypted peer material(32) + tag(16)

The slot adds 16 bytes of free-list linkage to this payload:

slot = starfort payload(274)

2.2. Special Keys and Roles

|| prev(8) || next(8)

StarfortDB has a fixed spine for the database’s own security roles:

seed
L— cold

L— cool

F— warm

| F— shield
| — hot

— secdev mgmt
F— secdev_sign
F— secdev_auth

(seals database blocks and WAL)

(X25519; security-device management)
(Ed25519; security-device signing)
(Ed25519; security-device auth)



L— root
— clones/<name> (per-instance identity)
L— (user subtree)

e seed: The cold root of all deterministic recovery. It is the primary backup secret and should normally
be removed from the live database after setup.

e cold: Recovery-class tier material derived from the seed.

e cool: Offline or air-gap-typical tier material. Used for operations that should not be routine online
activity.

o warm: Normal operating tier. Most user keys live here. In a secured database, warm access is mediated
through secdev_mgnmt.

e hot: Low-friction tier for automation and short-lived online use.

o shield: Database-file protection key. It seals all blocks and authenticates the WAL; it is not a user-facing
tier.

e secdev__mgmt: X25519 hardware-management Starfort. In a hardware-bound database, its on-disk
secret is zeroed and operations go through the security device.

e secdev__sign and secdev__auth: Ed25519 security-device signing and authentication Starforts.

e root: Parent of ordinary user-controlled subtrees and protocol roots.

o clones/: Per-instance identities for clone synchronization.

All ordinary Starforts are derived from their parent. The default derivation is hardened:

child.sk = Blake3-KDF(

"starfortdb key derivation",

Blake3(parent.sk) || child context || ":" || be32(epoch)
)

The parent secret is prehashed before KDF input. The context field is the Starfort’s 64-byte derivation
context. The epoch is encoded as a 4-byte big-endian integer. FLAG_GRAFT is not a derivation exception; graft
affects cascade and sync/export semantics. Ratchet advancement is separate after initial spawn: symmetric
ratchet steps derive from the previous ratchet epoch, and asymmetric steps derive from DH output.

2.3. Table 2: star_ flags Bit Assignments

star_flags is a 32-bit big-endian field. Unknown set bits are rejected. Current core assignments are:

Bit Name Summary

0 CONTROL Local-only secret; zeroed
before graft transmission.

1 MUSIG2 MuSig2 group root.

2 GRAFT Shared-subtree root;
rotation cascade stops here.

3 LOCK Discourages rotation/sync
during sensitive protocol
states.

4 RATCHET Ratchet derivation mode
after spawn.

5 VRF Verifiable random function
endpoint.

6 EPHEMERAL Short-lived; excluded from
sync/export/clone bundles.

7 ENCRYPTION Encryption-only key; set
on tier keys.

8 BOUND Hardware-bound tier-key
flag.



Bit Name Summary

9 SYMMETRIC Derives peer material from
self secret; no real peer.

10 GHOST Soft tombstone; propagates
through sync.

11 HARDWARE Envelopes unwrapped
through hardware ECDH.

12 INVITATION Open invitation key.

13 PEERING Active or in-progress
peering relationship key.

14 WATCH Public-key-only watch key.

15 BURN Hard revocation marker.

16 RECEIVE Locally owned receive
endpoint.

17 P2PSYNC Root of a p2p sync tree.

18 CLONE Clone identity key.

19 HEAVY_ANCHOR Heavy trust anchor; paired
with GRAFT.

20 CONVENE Convene group root.

21 FROST FROST signing group root.

22 THRESHOLDVRF Threshold-VRF group
root.

23-31 Reserved MUST be zero.

Invalid combinations are rejected, such as RATCHET + SYMMETRIC, VRF + SYMMETRIC, GRAFT + BOUND,
INVITATION + PEERING, RECEIVE + WATCH, and HEAVY_ANCHOR without GRAFT.

2.4. WAL, Commit and Seal

StarfortDB mutations are crash-safe through a write-ahead log. Each WAL entry covers one slot and is 358
bytes:

slot index(8) || nonce(12) || ciphertext(290) || tag(16) || Blake3-keyed-MAC(32)

The MAC is keyed under the shield key. On open, the WAL is replayed idempotently. Partial final entries
are discarded as normal torn-write artifacts; complete entries with invalid MACs indicate corruption.

Two storage operations define the transaction rhythm:

e commit: Stage one Starfort mutation by re-encrypting its envelopes, appending WAL entries, and
updating in-memory indexes.

e seal: The outer transaction boundary. It writes dirty encrypted blocks, updates the header integrity
hash, fsyncs, and truncates the WAL.

Protocol modules commit and return. Public API operations seal once at the boundary. This keeps user-visible
operations atomic and avoids expensive partial transaction seals inside loops.

2.5. Indexes, Lookup and Dispatch

On open, StarfortDB scans the encrypted block set and rebuilds in-memory indexes for path lookup, UUID
lookup, peer relationships, graft roots, metafile versions, Heavy views, and routing registrations. The indexes
are secondary views over encrypted authoritative state. Losing an index loses no durable state; reopening the
database rebuilds it.

Protocol code uses lookup surfaces rather than raw slot coordinates. Public API calls resolve paths, roles,
and Starfort handles, then delegate to protocol modules. Inbound messages pass through the dispatcher,



handler, and context seam before any sensitive operation runs. This keeps storage primitives out of protocol
APIs and preserves the future process-isolation boundary between network-facing code and key-bearing code.

2.6. Pending Manifest and Local Queues

Pending messages are not merely loose files in a directory. The durable consent queue is backed by an
encrypted manifest keyed from the shield key. The manifest records ordered entries and Blake3 digests of the
pending files, so readers can detect missing, reordered, or tampered pending messages before presenting them
to the user.

The pending queue is local to the database instance that received the message. It is not synced to peers.
This is intentional: consent is a local act by the database owner, not state another peer can decide or replay.

2.7. Secure Memory and Scratch Discipline

Sensitive plaintext lives in mlock’d secure pages. Tier keys, Starfort secret keys, derivation scratch, and
decrypted sensitive metafiles are loaded into secure workspace or page-pool memory, used in place, and zeroed
promptly. Protocol functions receive caller-provided scratch buffers rather than allocating key material on
the heap.

This discipline is part of the protocol boundary. A protocol that needs a secret key borrows it through the
database workspace, completes the operation, and returns with the scratch cleared. The storage layer, key
hierarchy, and protocol modules all assume this zero-copy handling model.

2.8. Security Mechanisms

e Two-gate unlock: Credentials unwrap the shield key; tier credentials unwrap individual Starfort
secrets only when needed.

e Tiered access: Cold, cool, warm, hot, and secdev management tiers separate recovery-class, offline,
daily-use, automated, and hardware-mediated material.

e Hardware binding: secdev_mgmt can be held only by a security device; warm-tier use then requires
on-device ECDH.

« Layered encryption: Blocks are sealed by the shield key; Starfort sk and peer material are separately
sealed under tier keys.

e mlock’d zero-copy handling: Sensitive plaintext lives in secure pages, not heap buffers, and is zeroed
promptly.

e Consent gates: Trust-establishing messages are held in a manifest-backed pending queue until locally
approved.

+ Relationship isolation: Per-relationship peering keys prevent global correlation of a user’s activity
across contexts.

« Epoch rotation: Rotations limit stale-key exposure and provide replay/convergence ordering.

¢ Ghost and burn: Soft tombstones and hard revocation markers propagate through sync so instances
converge on retired keys.

o Seed recovery: Long-term encrypted state remains recoverable from deterministic lineage and seed
backup.



3. Trust and Disclosure (Heavy)

Heavy is a free-standing trust protocol, but is built on the assumptions of Starfort DB, namely, per-relationship
keys and ongoing coordinated key rotation and exchange. A prover does not present a stored credential,
bearer token, cookie, API key, or certificate chain. Instead, it constructs a fresh proof, on every request, that
it sits at the end of a valid chain of attestations rooted at a specified trust anchor. The proof commits to the
verifier’s nonce, so it is not replayable. It reveals the anchor, the cumulative claim sequence, the expiry, and
fresh presentation material, but not the identities or keys of intermediate hops.

Heavy attestations ride on Starfort peering relationships. The secret material used at each hop is derived from
the same secret key that authenticates the underlying peering channel, with direction-separated derivation
for inbound and outbound use. Heavy adds the attestation chain, lexicon, policy machinery, and proof
construction; it does not add a separate key-custody layer.

3.1. Roles
Heavy has four roles. A Starfort can play more than one role in different relationships.

e Trust anchor: Authors and signs the network configuration. Issues the first hop of a chain. Anchor
identity is stable by UUID and rotates by epoch.

e Intermediate node: Receives an upstream attestation and may issue downstream attestations under
an offered policy. It holds only the attestation addressed to it, not the whole chain.

e Prover: Terminal node. Holds an inbound attestation and builds a proof in response to a verifier
challenge.

e Verifier: Holds the signed network configuration, a trusted clock, and an outstanding challenge nonce.
It verifies a proof against policy and consumes the nonce.

The core privacy property is one-degree-of-revelation: each node holds only the attestation addressed to
it. The prover cannot reveal the full chain because it does not possess the intermediates’ key material or
complete path.

3.2. Network Configuration
A Heavy network configuration is an anchor-signed document that defines the trust domain. It contains:

e anchor_uuid, anchor_epoch, and anchor public key.

e A lexicon of fixed-enum and variable-string claim properties.

o Attestation policies that constrain what claims may be appended at each hop.
e Challenge policies that describe what a verifier requires.

e Configuration expiry and protocol caps.

e The anchor signature over the configuration bytes.

Claim bytes are interpreted only through the signed lexicon. Fixed-enum claims encode as:
score _byte || prop_idx || value_ idx

Variable-string claims encode as:

score byte || prop idx || utf8 bytes || Ox0A

The score byte is opaque to Heavy. Networks may interpret it as weight, priority, tier, or another application-
specific value. Heavy stores and compares claim bytes; policy semantics are defined by the signed configuration.

3.3. Offers, Attestations, Challenges and Proofs

Heavy has four primary flows.

3.3.1. Coverage Advertisement An attestor publishes an Offer to a downstream peer. The offer
commits to a policy UUID, the exact claims this hop will append, an offer expiry, and an attestation validity



bound. It is signed under the attestor’s outbound peering key and stored on both sides of the peering
relationship.

3.3.2. Chain Extension A downstream peer sends an AttestReq naming the anchor, epoch, and policy.
If the attestor has a covering offer, it validates the request, locates its upstream attestation if it is an
intermediate, appends the offered claims, signs a new Attestation, and sends it back. If no covering offer
exists, the request is held in pending/ for user approval.

Each attestation carries the incoming cumulative chain field, the newly appended claims, expiry, a target
commitment for the next hop, and a Schnorr signature under the attestor’s outbound peering key.

3.3.3. Verification Challenge A verifier creates a Challenge naming anchor UUID, anchor epoch, one
or more challenge policy UUIDs, and a fresh 32-byte nonce. It records the challenge as outstanding so the
resulting proof can be verified once.

3.3.4. Proof Construction The prover locates local attestations satisfying each requested policy, generates
fresh per-proof ephemeral material, appends the ephemeral public key into the proof accumulator, and
constructs Sigma-protocol responses over the per-hop Pedersen commitments. Fiat-Shamir over Blake3 binds
the verifier nonce, cumulative chain field, presentation root, ephemeral public key, and per-hop commitments.

The verifier checks the nonce binding, anchor and epoch, configuration expiry, challenge-policy satisfaction,
per-hop expiry nesting, maximum chain length, and cryptographic equations. On success or failure, the
outstanding nonce is consumed.

3.4. Cryptographic Construction

For each Heavy hop, StarfortDB derives a direction-separated per-relationship commitment keypair from the
peering secret:

(sk P, r P) = deriveHopKeypair(sk self, anchor uuid, anchor epoch, direction)

The Pedersen commitment is:

C=skp-G+rp-H

where G is the group generator and H is the canonical Pedersen base point derived from a fixed domain
string. Inbound and outbound directions are distinct domains. Chain continuity is enforced by matching the
attestation’s target commitment to the downstream hop’s inbound commitment.

A proof contains link-proof fields for each hidden hop, the cumulative chain bytes needed for policy evaluation,
and presentation-specific freshness material. The verifier reconstructs the Fiat-Shamir challenge over the
verifier nonce and proof transcript, then checks the Sigma-protocol response equations. A cheating prover
who lacks the required peering secrets cannot construct a passing proof except with probability bounded by
the protocol’s soundness target.

3.5. Expiry, Rotation and Revocation Semantics
Heavy does not depend on a global revocation Merkle tree. Its revocation lever is expiry plus re-attestation.

Every attestation has an absolute expiry, capped by the configuration. A verifier rejects a proof if the relevant
attestation chain has expired or if expiry nesting is invalid. Before expiry, the attestation remains valid;
after expiry, it cannot authorize. Operationally, revocation latency is therefore bounded by the remaining
attestation lifetime.

Re-attestation is soft rotation. Bumping the peering Starfort’s epoch produces fresh peering secret material,
which derives fresh commitment keys and fresh link-proof fields on the next attestation. This refreshes the
chain without changing the anchor UUID or the user’s broader identity. The attestation window simultaneously
controls revocation latency, re-attestation cost, and cross-presentation linkability.



3.6. Parallel Chains

A single challenge may require several policies simultaneously. The resulting proof carries one chain per
policy and is accepted only if every chain satisfies its corresponding challenge policy. Current caps allow up
to four parallel chains per proof and up to twelve hops per chain.

Parallel chains support patterns such as:

o long-lived identity plus short-lived session authorization,
o multiple independent policies under one authority,

e rank plus duty assignment,

e organizational membership plus role-specific privilege.

If independent authorities use distinct anchors, the application issues separate challenges and combines the
authorization decision above Heavy.

3.7. Configuration Distribution and Approval Gates

Heavy configurations can be pushed in-band over peering or imported out-of-band. Unknown anchors and
unexpected successor epochs are not applied automatically; they are queued in pending/ for user approval. On
acceptance, StarfortDB materializes or updates a Heavy anchor Starfort and stores the signed configuration
as a metafile.

Originator anchors hold a live secret and can sign configurations and first-hop attestations. Mirror anchors
carry the same public anchor identity with a zero secret key and can verify but not sign.

Heavy uses seven message types over the standard StarfortDB encrypted envelope:

Message Purpose

HeavyConfigPush  Push signed configuration bytes.
HeavyConfigReq = Request a configuration for an anchor.
HeavyAttestOffer ~ Publish coverage terms to a peer.
HeavyAttestReq Request an attestation under a policy.
HeavyAttestation Return an issued attestation.
HeavyChallenge Request an authorization proof.
HeavyProof Return a proof for a challenge.

3.8. Operational Surface

Heavy state is stored as StarfortDB metafiles on the Starforts that own the relevant role. Anchor Starforts
hold signed network configurations. Peering Starforts hold offers, attestation requests, inbound attestations,
issued attestations, and chain-link records. Verifier-side Starforts hold required challenge templates and
outstanding challenge nonces.

Secondary indexes make these views fast to query, but the metafiles are authoritative. A prover can locate
held attestations by anchor and policy. An attestor can find covering offers and upstream chain links. A
verifier can issue a challenge from a durable template, record the nonce as outstanding, and consume it
exactly once when a proof arrives.

Heavy also supports out-of-band verification. The proof object is application-layer data: any verifier holding
the signed configuration and issued challenge bytes can verify it, whether the challenge traveled over a
Starfort DB peering channel, an HTTP exchange, a QR code, or another application transport.

3.9. Security Properties

e Soundness: Valid proofs correspond to valid attestation chains rooted at the configured anchor and
satisfying signed policy.

10



e Honest-verifier zero knowledge: The verifier learns the anchor, cumulative claim sequence, expiry,
M_final, and ephemeral presentation key, but not intermediate identities or keys.

e One-degree-of-revelation: Nodes hold only their adjacent attestation and cannot reconstruct the
full chain.

« Relationship isolation: Compromise of one peering keypair does not reveal unrelated peering keys or
a global identity.

« Replay resistance: Proofs bind to verifier nonces and outstanding challenges are single-use.

e Expiry-bounded authorization: Attestation windows bound revocation latency and presentation
linkability.

e Policy integrity: Lexicon and policy bytes are signed by the anchor configuration; claims are evaluated
byte-exactly.

4. Implemented Protocol Surface

The following catalogue summarizes the implemented StarfortDB protocol and feature surface. It is included
to make the construction concrete; the conceptual dependencies are those described in Section 1.

4.1. Peering: Key Party

Peering establishes a peer-to-peer channel between two StarfortDB instances. The protocol combines password-
gated authorization with ephemeral invitation keys and a Noise-style key exchange to bootstrap long-lived
relationship keypairs. Once peering completes, both sides hold their own peering Starfort and a public-key
view of the other side. Messages between them are sealed by ECDH over that relationship.

4.2. Clone

Cloning brings up a second instance of the same logical database while preserving per-instance identity. A
facilitator helps the source and new clone exchange bootstrap messages, but does not become a long-term
authority over either side. After bootstrap, clone-to-clone synchronization uses an n-way channel among
clone identities.

4.3. Graft Sync

Graft sync shares a subtree rooted at a GRAFT Starfort with an accepted peer. It is the mechanism for
relationship-scoped sharing: a peer receives the subtree they were granted, not the rest of the database.
Rotation cascade stops at graft roots, and sync/export rules preserve the distinction between locally owned
secrets, shared state, and watch-only material.

4.4. Ratchets and Long-Term Encryption

Ratchets provide forward-secret key evolution inside the Starfort model. A ratchet Starfort advances through
epochs, and each retained epoch carries a distinct message key for AEAD encryption and decryption.

Long-term encryption takes the opposite tradeoff: durable encrypted payloads remain recoverable from seed
lineage. An LTE blob embeds authenticated metadata and the derivation path needed to reproduce the
encrypting key. Channels protect messages in motion; LTE protects stored payloads over long time horizons.

4.5. Secrets and Hardware Binding

A user key can carry a credential bundle: notes, a password, password metadata, a deterministic password
rule, and one TOTP configuration. Stored and deterministic passwords share the same Starfort custody
model, and metadata is indexed locally for search.

Hardware binding moves operational tier access through a security device. StarfortDB can run without a
device, but high-security profiles use hardware binding together with deseeding, tiered unlock, and seed
backup.

11



4.6. File Registry, Transfer and Zsig

The file registry records local file evidence: content hash, local path, size, timestamp, and verification state.
File transfer moves bytes and display metadata over an authenticated channel into the receiver’s pending
queue; approval saves and hashes the file locally.

Zsig is StarfortDB’s detached signature format for files and the common signing transcript used by local,
remote, and group signing backends. A signer approves a structured object containing the file hash, algorithm
identifiers, signer key identifier, and trusted comment, not a bare hash detached from context.

4.7. Convene

Convene establishes a fixed roster of members, each pinned to a public key, then finalizes that roster into an
n-way channel. MuSig2, DKG, FROST, and threshold VRF use this roster and channel rather than defining
separate group bootstrap procedures.

4.8. MuSig2

MuSig2 provides two-round Schnorr aggregation. A group of signers holds separate keys locally, but
external verifiers see one aggregate public key and one ordinary Schnorr signature. StarfortDB supports
both Ristretto255 for internal use and secp256k1/BIP327/BIP340 with the Taproot keypath tweak for
Bitcoin-shaped use cases.

4.9. Distributed Key Generation and FROST

Distributed Key Generation takes a finalized Convene roster and produces a joint public key plus per-member
secret shares. No participant ever holds the full joint secret. FROST uses those shares to produce threshold
Schnorr signatures, so any K of N members can cooperate to sign while fewer than K cannot.

4.10. VRF and Threshold VRF

A verifiable random function produces deterministic, unpredictable outputs that can be verified from a public
key. Threshold VRF extends evaluation to a convened group: the joint key is produced by DKG, and a
threshold of members cooperates to produce one canonical proof for an input.

4.11. Bitcoin and Nostr Interop

Bitcoin and Nostr support are boundary integrations, not the core identity layer. StarfortDB can derive,
import, watch, sign, and export keys in forms those ecosystems understand while keeping custody, recovery,
tiering, and relationship isolation inside the StarfortDB model.

Unlock

The next layer of Zsub Self-Sovereign Cryptographic Mesh adds connectivity over the offline-first logical
cryptographic mesh established by StarfortDB and Heavy:

2. Secure Connectivity (Keel + Skylight + Rendezvous + Submerge).

Keel, Skylight, Rendezvous, and Submerge provide NAT-penetrating transport, rendezvous, relay, and
message delivery for the cryptographic relationships defined here.

Disclaimer

This document is for informational purposes only and does not constitute an offer of securities. Specifications
and timelines reflect current development plans and are subject to change.
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https://zsubmesh.net/zsub-secure-connectivity.pdf
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